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1. Introduction

In previous work, | proposed an Internet-based suite of applications that would significantly extend
the functionality of Usenet newsgroups to allow collaborative knowledge capture and organization, collabo-
rative scoring and filtering, and the partitioning of work through system support for user roles [Caron, 1998].
That paper presented a set of assumptions, design requirements, and a "wish list" of features. Its purpose was
to present a plausible vision of a collaborative knowledge building tool that could scale to Internet-wide
groups.

The first application in this proposed suite is called the "FAQ Organizer". Its design goal is to assist
on-line technical communities such as those on Usenet to find answers to questions about rapidly evolving
domains of knowledge. It will provide for the collaborative construction, organization, maintenance, and
use of a database of "Frequently Asked Questions" (FAQs). The first stage of the application ("FAQ Orga-
nizer for tech-support”) will support technical support personnel in a single organization who are in a posi-
tion of mutual trust. In the second stage of application development ("Collaborative FAQ Organizer"), the
application will be broadened to support an online technical community that may not agree or trust each
other.

In this paper | attempt to broadly survey the landscape of the proposed application, and pick out a
particular development path. In section two, | summarize the motivation for the FAQ Organizer (FAQO). In
section three, | try to summarize the current state of the Internet relevant to the proposed application, as well
as related research systems and sociological results about on-line communities. In section four | present a
high-level design for the FAQ Organizer. In section five | discuss issues and anticipated challenges. Finally
| summarize and present future plans in section six.

2. Motivation

Software applications for technical support personnel in a single organization are not in themselves
interesting research topics, and many such systems are in commercial use today [Tourniaire and Farrell,
1998]. On the other hand, consider the task of developing software tools for a self-selected, heterogeneous
group of people providing technical support, who have no organizational connections, who have likely never
met each other, and who may even disagree and violently dislike each other. This might seem at first glance
like a strange group to ask and expect competent technical advice and discussion from, but it is an accurate
description of the technical support communities that are common on Usenet and other Internet-based dis-
cussion forums. | am interested in understanding the social underpinnings of these communities and in
building software tools to support them.

While on-line communities like those on Usenet have been in existence for up to 15 years, the more
recent development of tHenux OShas garnered much attention as a compelling example of wide area col-
laboration. Working from the foundation laid by t@NU/FreeSoftwareFoundatiorand other collaborative
software development efforts, Linux has helped catapult tBpehSourceSoftware' (OSS) movement into
mass-media consciousness. OSS is a worldwide social movement in which software developers share their
work in “source format”, so that each can freely extend, modify or simply use the work of others. This
openness in sharing software creates a software "commons" from which all can benefit. The result is techni-
cal and psychological freedom from previous domination by monopolistic corporations. It may lead to the
creation of new software development methodologies that can scale to larger software projects. Mostimpor-
tantly, it creates a technical and social context in which problems previously thought to be intractable may
find groups willing to explore solutions. The spill-over of this movement into political, social, and even eco-
nomic areas is possible, though speculative.

One of the problems confronting the OSS movement is how to provide technical support for its
"free" software. One obvious solution is that technical support is provided by the community of users that
form around an OSS application, and indeed this is one of the principle ways most widely-used software,
open source or commercial, is supported today. Many OSS software applications have Usenet newsgroups,
and many if not most large software companies run discussion forums where users can ask and answer ques-



tions about their products. However, Usenet and other online discussion technologies are limited in their
ability to filter, organize, summarize, and store the information and discussions that "flow through" these
forums. The proposed "Collaborative FAQ Organizer" application would be a tool to extend the limited
functionality of Usenet for these purposes.

3. Existing Systems and Related Research

The design for such an application must consider the current state of the environment in which it
must fit: the state of the Internet, the state of applications performing similar functions, and the current prac-
tices of its potential users, i.e. ikxological niche In order for collaboration system to scale to large num-
ber of users it must be essentially asynchronous. In this section | try to characterize the current "state of the
Internet" with respect to asynchronous collaboration systems. Of particular interest is the "state of Usenet",
since the proposed application takes Usenet technology and culture as it's starting point. | also broadly sur-
vey research systems with similar goals.

Usenet

Usenet is a pre-Web technology for creating Internet-wide discussion groups based on text mes-
sages, oposts Posts are directed to specifiewsgroupsand are replicated by servers across the Internet.
The servers keep posts for an average of 2 weeks for access by readers, then posts are discarded. A typical
news server at an ISP might handle 20,000 newsgroups with 750,000 posts (30 Gbytes) per day. News-
groups focus on specific topics, and off-topic messages, particularly commercial advertisements, are consid-
ered by many to be a major problem with Usenet. When the same message (whether advertisement or not) is
sent more than a certain number of times, it becogpesn and can be detected and filtered automatically.
About 25-35% of the articles and 9-13% of bytes are spam related in this technical sense of multiple post-
ings [Usenet]. It is more difficult to estimate the ratio of the "signal” of on-topic, useful posts to the "noise"
of off-topic ones. This varies widely among newsgroups and is somewhat subjective; each reader forms
their own opinions based on their own tolerances.

An important study from a group at AT&T [Whittaker et al, 1998] analyzed over 2 million Usenet
posts sent between June and Dec of 1996. Five hundred newsgroups were statistically chosen as a sample of
representative, active (at least one post per day), mainstream (no alt groups) newsgroups, and their posts
were analyzed for 6 months. It was found that the newsgroups averaged 24 messages / day, and there were
1319 different posters over the 6 month period. There was a high amopattafipation inequality 27%
of posts were fronsingleton postera’ho posted only once to a newsgroup during the six month study, while
3% of the posters were responsible for 25% of the total posts.

Messages cross-posted to multiple newsgroups were common: 34% of posts were addressed to at
least one other group, and the average message was crossposted to 3.1 other newsgroups. The study appar-
ently did not correct for spam, so these results tell us little about what crossposting would look like in spam-
filtered groups. Messages may be in response to previous messages, or may start a newhieaid air
discussion. This study found that posts started new threads 40% of the time, and average thread length was
1.8. Average message length was 44 lines. 54% of these newsgroups had FAQs, and 12% were moderated.

The authors draw the following conclusions from these statistics: 1) there is a moderate but not
large amount ofnteraction(measured by thread length); 2) tltainversational inertianakes it hard to get
conversations started, but easier to continue once started; and 3) that "conversations in newsgroups are dom-
inated by a minority of highly verbose participants” so that with regard to posting, Usenet discussions are
not really places fomass interactionthat is, where large number of people interact. The majority of partic-
ipants are peripheral (sometimes callatters), who read but post only on occasion.

A study of Usenet posts from the first quarter of 1998 found 130,000 newsgroups, but many were
dead or dormant [Smith, 2000]. Only 81% had any activity during that period; about 40,000 of the groups
had more than 10 posts; about 17,000 had more than 100 posts during that 3-month period (see figure 3.1).
Posts were received from about 3 million unique addresses. Participation inequality was also found in this
study: 48% of posters sent only one message, while the top 1% were responsible for 29% of the posts.
Usenet clearly is a home for diverse groups, and descriptions of it should likely target subgroups of it. For
example, thalt.sexandalt.binariesnewsgroups had 40% of all Usenet posts, whilsc.jobscontains huge
number of posts generated automatically by a handful of job listing services.

We are more interested in descriptions of Usenet discussion groups around which communities
have formed, rather than raw Usenet statistics. Thread structure can be used to distinguish these kinds of
groups; while this study did not focus its statistics in this way, it did report that about one million threads of
length two were found (about 3% of the total threads), indicating that question/response thread structures
were common. Newsgroups that focus on answering questions have a high rate of responsiveness and a
lower thread length than discussion groups. "Answer Guys" were defined as people who posted more than



20 times, with a "reply to" to "thread started" ratio of more than 10. Many thousands of these were found,
more commonly in smaller groups. Crossposting can be used as a measure of connectedness of one group to
another, although each individual has a distinct sense of the set of related newsgroups.

Implications for design: Usenet is a collection of groups with diverse purposes and characteristics,
and general descriptions and statistics about it are likely to be misleading. In discussion groups, a small per-
centage of participants are responsible for a large percentage of the posts. There is evidence for a large num-
ber of question/answer threads, and also for the existence of people who routinely respond to others' posts.

Web-based Usenet Services

Over the last several years a number of commercial services have started that offer Usenet access
through the Web. These typically offer value-added services such as message archiving, spam filtering, and
collaborative ratings. All these businesses are based on banner ad revenue.

Deja.com(formerly DejaNews) is the oldest and best known of these commercial ventures. It has
been archiving Usenet since 1995, and allows anyone to search those archives using the now-familiar web
based search engine. To my knowledge it is the only (more or less) complete archive with full-text search.
Messages can be viewed by thread, and one can also view the "posting history" of an author, which can be
quite a revealing portrait. At the end of 1997 it added spam filtering, which it retroactively applied to its
archives. In May 1999 it turned itself into a consumer-orientedal site, adding ratings of consumer prod-
ucts, and other "content" related to the interspersed banner ads. Like Yahoo, Deja takes advantage of hierar-
chical subject categorization (in this case newsgroup names) to target its advertisements. Currently it carries
around 35,000 newsgroups and 10,000 proprietary user-initiated discussion forums.

This full-text search access to Usenet messages has proved itself a valuable alternative way of read-
ing newsgroups. It's important to note that readers accessing Usenet in this way bypass the cultural norms
and other social aspects of group membership. One researcher comments, "The [time] cost used to keep cer-
tain people out and certain people in, because after you'd put time and effort into a group it was hard to trans-
fer that elsewhere. These tools allow you to walk up to Deja News, type something in and messages pop out.
You don't even know anything about the group; you find the message, get the value and leave. It's the differ-
ence between a small town and a city: I'm more anonymous and my connection and ties to the group are cur-
tailed." [Smith, 1998]

RemarQis a Web interface to Usenet that touts itself as the "Internet's Discussion Network". It
renames and recategorizes newsgroups to be easier for casual users to understand and navigate. It provides
automatically-generated rating of threads based on the number of replies and number of different authors in
the thread. From their description of how the ratings are made: “Initially, all discussions start with a default
score of 2 stars. Discussions, which receive replies from different authors, will start getting scored higher. As
the number of replies grows too large, however, the score will eventually start dropping back down. This is
because larger discussions often digress into off-topic issues. Further, if the replies to the discussion are only
from a small group of people, then the discussion is also ranked lower because it seems to be a topic, which
only interests a small number of people.” Trying to filter threads by rating however, currently (11/99) hangs
the system.

Talkway is similar repackaging of Usenet. They call newsgroups TalkGroups ™(!) They also have
a Java applet newsreader (current version is beta, and not as polished as HTML pages). Users can get
weekly email digest of newsgroup postings. Users can also vote on individual messages, but apparently
rarely if ever do so. From their description of their voting system: "Talkway also allows users to self-police
their newfound communities by voting on the quality of each post; idiotic posts can, quite simply, be filtered
right out of the conversation... members can rate the quality of posts as spam, adult, flame or great -- if
enough people vote a message as, say, "flame," and you turn your filter on to eliminate all flames, then you'll
never see that message."

Implications for design: The functions of Usenet are now available on Web sites, and are widely
used there, possibly reflecting the lower level of technical expertise needed. These web-sites can offer value-
added functions such as searching and filtering, although collaborative filtering has not generally been suc-
cessful.

Internet Groupware: Web-based Conferencing, Private NNTP Servers, Email lists

Udell definesgroupware as "any technology that links human minds into collaborative relation-
ships" [Udell 1999]. A combination of Web, SMTP (email), and NNTP (Usenet) technologies can be used
to createlnternet-based conferencing systemd-or Udell, these systems are an attempt to use currently



available technology to allow shared documents on the Web. He characterizes these conferencing systems in
the following way:
» Documents are saved in a central data store accessible to all participants; teeynastruc-
tured: partly free-form text, partly structured into fields.
* The primary medium of discussion is written text, although it may be augmented with images
or other binary attachments.
» Participation is asynchronous.
» Discussion is typically threaded, creating a treelike structure of statements and responses.

In the past yealVeb-based discussion systenteave become ubiquitous on commercial websites,
typically implemented using HTML input fields and CGI scripts. These systems allow users to post mes-
sages, which are then added to dynamic HTML pages. A number of similar systems oriented primarily to the
academic and scientific communities have also been developed, suchRigitae DocumentDiscourse
Environment(D3E). D3E encourages discussion around a central artifact such as a scientific paper. Users
can comment on specific parts of the document, although those parts must be chosen beforehand by the
authors or editors.

Usenet servers were designed at the time when Internet connections were slow, scarce, intermittent,
and expensive. In that context replicated message stores made a lot of sense. The massive increase of Inter-
net speed as well as large parallel server-CPU farms has made it feasible to provide Internet-wide services
from one location. Most large web sites use this approach, possibly with a modest number of mirror sites in
Europe or Asia. Using this paradigm, many companies have sptivgite NNTP serversthat host only
company-specific newsgroups, with no replication. This strategy is especially popular for large technology /
software companies for supporting technical-support discussion groups. [Udell 1999] argues that private
NNTP servers are a cheap and easy way to set up highly specialized conferencing systems: because of Inter-
net Explorer's and Netscape's integration of NNTP clients (newsreaders) into their browsers, private NNTP
servers allow organizations to create conferencing systems essentially for free.

Another alternative to Usenet that can serve similar purposemal lists. Users subscribe to
these lists, and a message sent to the list gets sent to everyone who is subscribed. A number of popular and
free packages are available to automatically manage these lists. A big advantage of these lists is that they
can be configured to allow only subscribers to be able to send messages, which helps reduce spam and
advertisements. Email lists, in addition to subscription, differ from Usenet in that messages are sent
("pushed) to subscribers, whereas in Usenet, a user has to go andpgdit('any messages that have been
posted. However, most email clients can automatically sort and store messages received from a maillist into
special folders, which makes the affordances to users similar to Usenet: users have to go and look some-
where to find new messages. Many emalil lists also create a "central message store" of messages at a Web
site, which further reduces the difference between the two systems.

Implications for design Asynchronous, threaded, text-based conferencing is being implemented in
various ways using existing technologies. These can be interpreted as implying the need for more sophisti-
cated and specialized web applications that allow user write access to the Web.

Question/Answer Systems

Expert'sExchangeis a commercial Web-based discussion forum for user-generated answers to
technical questions in about 50 specific areas (e.g. Java, Sybase databases, MS Office applications). They
provide an incentive system for “experts” to answer questions. Each user starts with 75 points, and 5 points/
day is added to their account. These points are the currency to "buy knowledge". When a user asks a ques-
tion s/he assigns it some amount of her/his points (guideline: basic question = 50 points, intermediate = 100,
advanced = 200). Experts offer answers, and when the questioner accepts an answer the answer is given a
grade, and the expert is awarded “expert points” equal to the number of points assigned by the questioner
times the grade assigned (A=4,B=3,C=2). From their explanation: “For the questioner, the points are a
scarce resource. This effectively raises the quality of questions asked. This prevents questions from becom-
ing chatter, a problem with most discussion groups.”

Although there are promises of future “opportunity to win prizes and purchase products with the
points they have accumulated”, experts are currently motivated by recognition of their expertise. The top 15
experts are listed (ranked by score) in each topic area, and an "expert of the week" profile (with picture!) is
currently prominently displayed on the site.

My personal exploration of this site (Java forum) found that the questions and answers were very
high quality. Particularly striking was how careful questioners were of being fair to answerers when reject-
ing or accepting answers. Often there were discussions about the question involving four or five people, and




sometimes the questioner would split the points among several answerers, or even offer additional points in
order to reward more than one answerer. It was clear that a community had formed with social norms that
respected and appreciated the effort of contributors. | estimate about 12 questions/day on the Java forum,
about half of which get (accepted) answers. An interesting aside is that the top expert on the Java forum
claims to be aranswerbot(an Al algorithm). Its answers tend to be terse and usually very topical. (I cur-
rently don't believe it’s a robot, but | could be wrong).

Previously asked questions are kept, and readers can view the answer for 10% of its original value.
This is the weakest part of the site, as there is no organization of these questions, they are simply listed in
chronological order, and the search feature currently (11/99) is very poor to the point of simply not working.
Another issue is that some users question why there should be a cost to looking at previous answers.

QuestionExchangprovides a web-based broker between people who need answers to technical
guestions and those who can answer them. A user posts a question, along with information on how much he
or she is willing to pay for the answer. Alternately, the user can leave the price open and ask respondents to
bid on the job. A typical question runs in the $20 to $50 range. QE takes a 5% cut.

The Virtual Participant is a research system at the Open University that supports online groups
taking distance learning courses at the OU [Masterton 1997]. The "virtual participant" agent monitors the
conversation of the online group, and a list of keywords is accumulated and matched to ecdsisg
Cases are examples or lessons prepared beforehand by tutors based on their knowledge of what material stu-
dents have trouble with. When a match is made, an email response from the agent is sent to the group point-
ing out the case, and summarizing it. In addition, a list of questions to which answers are available are
presented. Students can then respond to get further information if they choose. Preliminary results showed
that all responses sent by the agent were correct (in that the topic was correctly identified), but not all possi-
ble matches were found. This implies that in narrowly-focussed discussions, simple keyword matching is
sufficient to identify topically relevant material.

Answer Garden is an early research system for creating FAQs and for organizational expertise
finding [Ackerman 1994]. FAQs in a specific technical domain are hierarchically organized and stored in a
database. Users browse the FAQs and if an answer is not found, email the question to AG. AG routes the
messages to an "expert" who answers the question and optionally adds the question and answer to the FAQ
database. The assumptions of the system were that 1) users and experts are separate groups and 2) the data
is easily classifiable and chunked.

An evaluation of the system used Software Engineering as the knowledge domain, since “there is
no body of commonly accepted knowledge”, and it is “undergoing constant revolution” which requires
dynamic knowledge and human intervention in information seeking. Concerns about the "status implica-
tions" within an organization of admitting ignorance through questions leads to a design using anonymous
messaging between questioners and answerers. Experts initially expressed fear of being overwhelmed by
guestions. Several spent extra time creating generalized answers suitable for future questions. Several
reported that the cogency of their answers served as a public "badge", i.e. had status implications. Users
liked being able to ask questions anonymously, some were worried about “bothering the experts”. About
one-third of the users complained that the level or the length of the answer was too high or too low. The
author concludes that "social issues drove the specifics of use"; that the strict dichotomy between users and
experts was a problem, and that status implications imply that questions should go to peers first, then
experts.

A second iteration of the system added automatic escalation (existing FAQ database, chat room
with local peers, bulletin board, help desk). [Ackerman and McDonald, 1996]. AG allows the development
of a database of commonly answered questions that grow in time. The dichotomy between experts and users
was problematic, but mechanisms that allow each person to contribute must not overwhelm the system (e.g.
broadcast to all will fail). They defineollaborative helpas help systems that use people as information
sources, and suggest that collective memory (e.g. a database of FAQs)dsi#ifieof collaborative help, in
that users might use either form to find answers to their questions. They distinguish four content authoring
activities calledcollaborative refining 1) collecting: manual and automatic gathering of information; 2)
culling: selecting interesting material; 3) organizing group materials "according to some classification
schemes so to enhance their retrievability and understandability"; 4) distilling: creating more concise forms,
summarizing.

Commercialization of these research systems can be expected. For extanjplénowledgeSys-
tems KnowledgeMail product scans employees' e-mail to identify content and "suggests individuals in the
organization who would find the information valuable and others who wouldn't". A profile of each
employee's interests and expertise is automatically maintained, and allows users to find "experts" about a
topic.

Implications for design: The role of the "expert" in answering questions has status implications,



particularly within organizations or smaller communities. Successful on-line technical support communities
do exist with no other incentives for experts except recognition and reputation.

Recommender Systems

Recommender systems produce ratings of things based on people's explicit or implicit behavior.
They may becontent-basedbased on what this user has liked in the past) ancidlaborative (based on
what other users like). They may produce recommendations of positively rated thifggraregatively
rated things. [Resnick and Varian, 1997].

PHQAKS (People Helping One Another Know Stuff) attempts to automatically recognize recom-
mendations of Web resources (URLS) by analyzing the text of Usenet postings and extracting recommended
URLs [Turveen et al, 1997]. The system provides Web pages listing the ranked recommendations from each
newsgroup. This method acknowledges role specialization in Usenet: "only a minority of people expend the
effort of judging information and volunteering their opinions to others".

PHOAKS also allows users to volunteer links that should be added or removed [Hill and Turveen,
1997]. A random sample of user feedback found that 44 of 59 suggested additions appeared valid, but only
9 of 29 suggested deletions appeared correct. They conclude that "systems that accept feedback from
remote, anonymous users must expect and deal with a significant amount of untrustworthy input". However
when the same feedback came from more than one user, it appeared that 10 out of 11 such feedback was
valid. The authors identify several concerns with recommending systems: 1) how to prevent anonymous
users from voting more than once; 2) to what extent can we trust remote users; 3) is feedback representative,
or only from those "with an axe to grind"; and 4) how should opinions be weighted, i.e. how can users be
“differentially empowered” to modify content.

Grouplensis a research collaborative filtering system for Usenet news, which allows readers to
rate articles and receive predicted ratings based on ratings from users with whom they tend to agree. They
suggest that an analysis of the cost of misses and false positives be weighed against the benefits of correctly
filtering unwanted articles. A trial in 1996 with 250 volunteers rating messages in a dozen selected news-
groups found that only 5-30% of messages were rated positively; however there can be significant disagree-
ment between users as to which are the best articles. This implies that the value of correctly filtering
uninteresting articles is high, and that predictions are significantly more accurate when personalized. [Kon-
stan et al, 1997]

The authors identify two problems with their system: 1) tlagly raterproblem: "Current collabo-
rative filtering systems depend on the altruism of a set of users who are willing to rate many items without
receiving many recommendations...without altruists it might be necessary to institute payment mechanisms
to encourage early raters." 2) tlsparsityproblem: "In high-quantity, low-quality environments, such as
Usenet news", very few of the posts get rated. To solve these problems, they introduced "filterbots" that gen-
erate ratings based on simple content analyses such as spelling correctness, message length, and percent text
qguoted. They found that these can increase utility for users of sparsely populated collaborative filtering sys-
tems. [Sarwar et al, 1998]

Commercial Usenet services, including Talkway and RemarQ discussed above, have tried to add
collaborative filtering features, so far without much success. Talkway offers users the chance to rate a post as
spam adult, flameor great.However, a casual perusal of newsgroups found no ratings at all had been made.
RemarQ offers an automatically generated rating of threads "primarily based on the number of replies in the
discussion and variance of authors contributing to a discussion.” Trying to filter threads by rating however,
currently (11/99) hangs the systeRealizeis another commercial Usenet service that offers incentives for
user rated messagesndrk as junkthank authoyorthank author morg Rating about 11 new messages or
33 old messages earns one "point"; when 500 points are earned, the user can trade them for 500 frequent
flyer miles. This system is quite new and buggy, and currently unusable.

Slashdota popular Web-based discussion site for the linux community, has implemented an inter-
esting moderation system. Slashdot receives several thousand reader-contributed comments per day. Com-
ments have a rating from -1 to 5, with the default equal to 0 for anonymous comments, and equal to 1 for
users(logged-in readers). Moderators are given a certain number of points, which they can spend by
increasing or decreasing the ratings of comments. The sum of the ratings of comments is kept for each user,
called theirkarma Users with positive karma who are not newbies are randomly selected to be moderators,
and given moderator points that must be used within 3 days (to prevent hoarding). In add#iarmoder-
ationallows any user to rate 10 randomly selected ratings. These ratings are added to the moderator's karma,
so poor moderators eventually have their eligibility removed. From their moderator FAQ: "Simply dis-
agreeing with a comment is not a valid reason to mark it down. Likewise, agreeing with a comment is not a



valid reason to mark it up. The goal here is to share ideas. To sift through the haystack and find needles. And
to keep the children who like to spam Slashdot in check."

Implications for design: Recommender systems can have serious problems in providing incentives
for users, and current systems relying on explicit collaborative behavior seem to be failing to provide critical
mass for ratings to work. However, some on-line communities seem to be finding solutions to this problem,
possible unique to them.

| hypothesize that rating and filtering may be successful in three situations: 1) at the time of receiv-
ing a clear benefit, such as an answer to a question, when a user may feel motivated to give feedback on the
quality of the answer; 2) where the rating can be inferred automatically, or where there is no extra effort for
the user to provide the rating; and 3) where the role of rater/filterer can be specifically acknowledged and/or
rewarded.

Organizational Memory / Knowledge Building Environments

Gimme is a "group memory" research system, providing a persistent store for maillists with a Web
interface [Lindstaedt and Schneider, 1997]. Email is automatically categorized using its subject line by
matching with a list of pre-determined categories. An email may match multiple categories, and users can
edit categories and the emails in them. Latent Semantic Indexing (LSI) is used to create indexes to support
user searching. Limitations: can only support email (prefer to include other documents in Word or RTF for-
mat); would like to add "incremental formalization mechanisms"; single category hierarchy is limiting; no
links to other tools. Authors argue that information for organizational memory systems should be collected
as a by-product of existing communications, in order to minimize effort.

[Stahl 1999a,b] definesllaborative knowledge-building environme(KBES) as "software envi-
ronments for supporting the construction of knowledge by groups of people". He argues that knowledge
building requires organizing, analyzing and generalizing, in addition to simple discussion. Separate applica-
tion components may be required to support these functions, since the natural representation of threaded dis-
cussion as a tree structure does not encourage convergendéelidisideKBE supportperspectives
where "selecting, editing, arranging, linking and summarizing notes" can be done. WebGuide perspectives
can be thought of as containers for notes. Multiple inheritance among perspectives is used to support group
(shared), individual and comparative perspectives.

Jim Hewitt, part of th&€SILE project, claims that asynchronous computer conferencing (ACC)
encourages higher levels of participation than classroom discourse, since there is no need to take turns
[Hewitt, 1997]. Shyer and less verbal students are given a chance to participate, with less likelihood that a
single individual will dominate the conversation. By providing facilities for review, ACC "arguably facili-
tates deeper thinking" and thus is potentially a "highly social, egalitarian, deliberative medium". However,
threaded conversations in which each note responds to at most one other noteareatsational drift
and therefore divergent discussions. Without explicit support, summary notes or other convergence strate-
gies are easily missed or ignored. Divergence makes it difficult for groups in an ACC to make decisions or
come to group consensus. Interestingly, the egalitarian nature of ACC, in preventing any one idea or person
from dominating, contributes to the inability of groups to converge. Solutions to this problem include creat-
ing a leader/moderator (a difficult role to play well), providing synchronous support such as face-to-face
meetings of participants (not always practical), or using linear instead of branching discussions (discourages
new ideas). Hewitt suggests refocusing an ACC from a threaded conversation support to emphasizing com-
plex interrelationships among people's contributions. He would like users to be able to "quickly identify the
centers of groups activity and determine which ideas are receiving the most attention" and "pull together
new ideas that lift the entire group”. CSILE supports bi-directional linking to other notes, as well as visual-
izing notes as a network, rather than a tree.

Implications for design: Asynchronous conferencing may prevent discussion from being domi-
nated by a single person, but also from converging to a group consensus. Threaded discussions alone are
insufficient to support KBEs, which require a more complex network of relationships between ideas. It's an
open question as to how to provide this structure without adding extra work to existing conversations.

Sociology of Online Communities

Community
A study in 1996 of 30 carefully chosen newsgroups found that there is a sense of community
among active Usenet participants [Roberts 1998]. Community is defined operationally basgmop 1)



cohesiona sense of group identity and belongingg®up impactthe effect the group has on members and
the world; 3)group help a perceived ability to ask for and receive helpg&up relationshipthe likelihood
of members to form individual relationships including friendshipgeup languagethe use of specialized
language; and &roup regulation ability of the group to police itself. Overall, community was predicted
among women by how much time and effort they spent on the newsgroup. For men, community was pre-
dicted by the presence of women in the group (the author interprets this as influencing men's perception of
group cohesion and help, rather than the possibility of relationships).
A study of a Web-based medical-support discussion forum in 1997 did a content analysis of 500

archived messages [Preece 1998]. The author termed this online comemypitihic meaning that the
members exchange emotional support in addition to/instead of factual information. In these groups answer-
ing questions from newcomers can be part of making personal connections in the group. In that context cre-
ating an efficient FAQ system might discourage empathy (although when an FAQ was created in this
particular group, the author did not observe any such effect). These groups can be vulnerable to misleading
information, imposters, scams, and privacy violations, and the author suggests that moderators can help by
1) acting as experts: answering questions and guiding people to other experts; 2) watching for scams and
misleading information; and 3) channeling discussions into subtopics/subgroups. The author makes this
comment on how software design can effect community:

“The social ecology of human groups is delicate...Even quite small changes to the physical (i.e. soft-

ware) and social structures of the community can have a big impact on the way it functions”

Cooperation

Social cooperation has long been studied by sociologists and anthropologists. [Kollock and Smith,
1996] ask the same question in the context of Usenet groups: how do groups establish or maintain coopera-
tive relations, in the face of temptations to behave selfishly? The key resource in Usenet is the attention of
its participants. Off-topic or unfocused posts, asking but not answering requests for information, reading but
not contributing knowledge are forms of thee-rider problemreaping the benefits without paying the
costs for a social resource, in this case, information. They analyze the principles that anthropologists have
found in cooperating traditional communities, applying them to the context of Usenet communities:

Group size:in traditional communities, larger groups are less effective in enforcing cooperation,
because 1) the cost of free-riders is spread over more members, 2) anonymity is easier, and 3) costs of
organizing coordination is higher. In Usenet, off-topic posts have a higher cost as group size increases
and anonymity is arguably no easier than is small communities. Also, lower communication costs can
make organizing easier because 1) finding people with similar interests is much easier, 2) many more
simultaneous discussions can occur, and 3) a record of interactions is kept.

Group boundaries repeated interactions between individuals are very important in encouraging
cooperation, and so group boundaries are needed to exclude outsiders. Usenet groups are typically open
to anyone, and there is typically only the personal “kill file" to exclude unwanted postings.

Group rules: Successful communities have implicit or explicit rules that govern how the common
resources are used. Usenet has the set of rules oatlgdette and sometimes groups will post norms
in a FAQ. Moderated newsgroups are the only effective way to enforce these rules, and this depends on
the willingness of an individual to invest time and effort in moderation.

Monitoring and sanctioning: Monitoring and sanctioning are important to reassure individuals
that others are cooperatingpfitingent cooperato)sA graduated system of sanctions is important to
keep groups from losing valuable members, and community members apply sanctions rather than an
external authority. Low-cost conflict resolution mechanisms are also common to successful communi-
ties. Outside of moderated groups, Usenet has no mechanism for imposing sanctions or conflict resolu-
tion.

Trust

Studies have shown that trust does not emerge in computer-mediated groups in the same way it
does for groups that meet in person. A study of groups of six playing a variation of the iterated "Prisoner's
Dilemma" game found that communication via email was insufficient to establish the trust needed for group
cooperation [Rocco 1998]. When groups were able to meet face-to-face, groups were able to cooperate.
Video analysis of face-to-face meetings showed that sequential turn-taking in discussions was important in
creating coherent discussions, and in forcing participants to respond to questions. Task decomposition into
subgroups, informal leadership ("first advocacy effect") and the early establishment of social norms were
also important features of establishing group cooperation in face-to-face meetings, which did not occur in
groups meeting via email. Email groups used threats of defection (the "tit-for-tat" strategy) to try to elicit
cooperation, and flaming and expressions of mistrust and blame were common when cooperation failed.
Interestingly, email groups were better at generating and exploring more solutions to the game than the face-
to-face group, which tended to get locked into a sub-optimal "naive social optimum" solution.

A similar experiment with dyads found significant differences in cooperation when the dyad com-
municated with voice versus text-chat [Jensen et al, 1999]. People evaluated their partner as more likeable,
trustworthy and intelligent when they could communicate with voice.



Loneliness

A two-year longitudinal study of home users found that greater Internet use was associated with
small but statistically significant declines in social involvement and increases in loneliness and depression
[Kraut et al, 1998]. The authors argue that Internet use is causing these effects, due to people replacing
strong, personal connections supported by physical proximity with weak, Internet-based connections based
on common but narrow interests. They note that topically organized groups such as Usenet newsgroups pre-
vent deeper connections from forming by actively discouraging off-topic conversations. They suggest more
tools for explicit support of interpersonal communication, especially for geographically based or existing
groups that can support strong ties.

Implications for design: Online groups often have a sense of community, although it is not the
same as community based on personal contact. While large group size is not as much of a detriment as in
traditional communities (and may a positive factor in some ways), non-moderated newsgroups do not pro-
vide support for other important features of cooperating communities, such as group boundaries, rules and
sanctions. Text-mediated communication will not create the same levels of trust in groups as face-to-face
meetings can, although the group may be better at generating and exploring solutions to problems.

4. FAQO Application Design

The successful creation of a new technology requires careful attention to both the technical and
social aspects of the environment where it is to be used. Thedtetagybrings to mind the complex
dynamics and interconnectedness of biological systems, and is appropriate when trying to consider the
social context of technologyPhase spaces an idea borrowed from physics of an abstract space of many
(even infinite) dimensions which represents the space of possible states of a system, and a particular point
represents one such state. The possible evolutionary paths of a state in phase space can be visualized as a
surface, called théitness landscapavith steep or gradual slopes leading to hills, valleys, mountains, holes,
edges, foldings, or other topological features [Kauffman, 1996].

For our purposes, imagine that the current practices/state of an individual or group of users is repre-
sented as a position on this surface. The user can travel in many directions, each having a certain slope and
leading to a new region of the landscape. Suppose that going “uphill” represents something that's hard to
do: it takes extra work, requires new understanding and practices, and encounters technological or social
resistance. A user’s natural tendency is to go “downhill”, seek practices that are easier, provide new func-
tionality, are fun, or otherwise motivating. While the obvious evolution strategy is to provide a downhill
path to users, it is also possible for users to “fall in a hole”, which is a local minima such that all paths out
must go uphill, even though there may be other regions that are lower/easier than the current user state. A
long term strategy must therefore also have a global sense of the landscape to avoid local minima (e.g. pre-
mature standardization on a monopoly OS). To build a critical mass of users, a development strategy needs
to “attract” users from their current practices to an easier/more productive region of the space. The technol-
ogy fithess landscape will forever remain littered with abandoned vehicles carelessly placed in regions that
users can find no downwardly sloping connecting paths.

Generally speaking then, the goals, motivations, and incentives of individual users determine the
slope of this abstract space. My intention is to create a series of development stages for the FAQ Organizer
(FAQO) application that has well-defined deliverables, useful results, and a community of committed users.

It should provide a compelling "downhill" path from existing practices, and build upon each stage in widen-
ing its region of "attracted" users.

Development Stages

Stage 1. FAQO for tech-support The first deliverable application is targeted for technical support
personneltech-suppoitwithin a single organization. It will allow tech-support to capture and organize
technical questions and answers from an email discussion list or newsgroup into a FAQ database. It will also
support the answering of new questions by tech-support by searching the database for existing FAQs. Out-
side users will be able to send questions to the FAQ database to get automatically generated responses.

Stage 2. Collaborative FAQO The application is extended to allow the FAQ database to be con-
structed by Internet-wide collaborators. This will be targeted to the Open Source community of developers
to help solve the problems of providing technical support for Open Source software. The application will
itself be open source, released under the GNU Public License (GPL), and be freely available for download
and use.

Stage 3. Discussion SupporiThe application is extended to support more general kinds of discus-



sion, with richer node and link semantics. The possible roles that users might play will be expanded to
include filtering and rating. Collaborative rating and user weighting as well as consensus and alternative
viewpoints will be supported. This application will be targeted to discussion groups with existing coopera-
tive traditions, such as the scientific and technical communities. The size of the discussion group is con-
strained to be served by a single server.

Stage 4. Wide-Area Discussion SupporfThe application is extended to be distributed on multiple
servers. Additional support for user roles and the division of work among many participants allows discus-
sions to be scaled to large groups. Social, political and other “wicked problems” can be usefully discussed
on a large scale, with summaries and other structure being added collaboratively.

Stage 1 : FAQ Organizer for tech-support

This stage of the application is a straightforward implementation of a tool to assist in answering
guestions. It assumes there is an existing community of users focused on a particular topic or application,
and that this community uses an email list or newsgroup to communicate and post questions and answers to.
It also assumes that there are one or more technical support persacirslipport who are in a relation-
ship of trust, e.g. work in a single company, and whose job it is to answer these questions. The application is
intended to make their jobs easier, and so motivates them to do the extra work of capturing and organizing
guestions and answers into a FAQ database.

The components of this application are:

FAQ Container Graph This structure represents a set of containers in a multiple-inheritance hier-
archy, In the example in Figure 1, each of the ovals is a container. The dotted lines represent the semantics
of "is a specialization of". If container A "is a specialization" of container B, we also say that A is a "sub-
container" or "child" of B, and that B is a "supercontainer” or "parent” of A. Multiple inheritance is allowed:
containers may have more than one parent.

Figure 1: FAQ Container Graph

Each container has a unique, user-assigned name.
Containers may also have keyphrases associated with them, where a keyphrase is simply a string of charac-
ters. Children inherit the keyphrases of all of their parents.
Containers contain a set of frequently asked questions (FAQ). More precisely, a container contains a
set of FAQ objects. A FAQ object has an answer and one or more questions. An answer and a question are
just strings of characters. (these may start as ASCII, and later become HTML).

FAQ Organizer The FAQ Organizer is an application that displays the container graphs and
allows tech-suport to manipulate them. The following features are supported:

1) Add, delete, modify, rename containers

1) Add, delete, modify inheritance graph.

1) Add, delete, modify keyphrases associated with a container.

1) Add, delete, move, modify FAQ objects.

Mail Client The tech-support person will read messages through an email/news client, similar to
Outlook Express, Netscape Messenger, Eldora, etc. The following features are supported:

1) Read email messages from an IMAP mail server

1) Read Usenet messages from an NNTP server.

1) Drag a message from the mail client to a container graph. A new FAQ object is created and
placed in the selected container. The message will be parsed to extract the question and the
answer part. The tech can edit both the question and the answer. (see Figure 2)

1) Drag a FAQ object from the container graph to the mail client. A new message is generated in



the mail client, with the currently selected message as the question and the FAQ answer as the
answer. The tech can edit both the question and the answer before sending the new message.
(see Figure 3)

1) Invoke "find answer" on a selected message. The matcher finds existing FAQ objects that
match the current question. The mail client displays the FAQs, sorted by best match. The tech
choosesl/verifies which one is actually the best match. The tech may modify the answer.

FAQ Organizer
Mail Client
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Figure 2

FAQ Organizer
Mail Client

Figure 3.

FAQ Database This is the database of existing FAQ Objects. Currently | plan to use mySQL. A
FAQ Object consists of an answer and one or more questions.

Matcher This does semantic matches on FAQs. Currently | plan to use Latent Semantic Indexing
software. Given a question, find all FAQ Objects in the FAQ Database that score higher than some threshold.

Auto-Answer A user may direct a question directly to the Matcher, which returns one or several
answers. The user may optionally return a rating as to which of the answers s/he found best and possibly a
rating. This could be implemented by sending the question to a particular email address (e.g netcdf-autoan-
swer@unidata) and/or through a Web/CGl interface.

FAQ Browser Users can browse through the FAQ graph container, looking at the existing FAQs.
This would be a Web-based operation, either through html or java applets.

Stage 2 : Collaborative FAQ Organizer

In this stage, FAQO will be extended to encourage the role of tech-support being played by anyone.
Multiple people possibly without relationships of trust will construct FAQ databases. The application will
use all of the features of the first stage, described above, and additional features added.

Usersare anyone who wants to participate in the group (as in a Usenet). Users may read and post
messages to the discussion group, but cannot write FAQs.

Members are individuals who have registered with the usual username, password, and email
address. Only members can own anything.



Groups are simply named lists of users. These are created and owned by méhelpeosr
groups are restricted to containing only members. The system automatically maintaddd/tbebers
group. Naming is probably hierarchical in order to prevent global namespace collisions.

Ownership All objects have ownership rights associated with them. For now | expect only two lev-
els are needed: read-access, and write-access (add, delete, modibyyn€hef the object has write-
access, while everyone else has read access. The owner may grant write access to individual members or to
member groups, and may withdraw access at any time. Ownership is transferable.

Collectivesare a specialized kind of member, consisting of a list of members in a relationship of
trust (note this was calledap-opin [Caron 1998]). Any member of a collective can act on behalf of the col-
lective. If a collective dissolves, each member has the right to individually own a copy of the collective's
property.

A FAQ databaseis owned by a member. Each of the containers in the graph hierarchy is an object
that the owner may grant other members (or member groups) write access to. This access applies to every-
thing in the container. The object's creator owns objects that are added to the container.

A cooperativeis a collection of FAQ databases whose owners agree to be in the cooperative. Coop-
eratives are treated as a single database for query purposes.

A number of ownership/trust strategies may emerge from this structure. An individual member or a
collective may own a FAQ database. The owner may grant write access to AllMembers, to a specified mem-
ber or member group, or keep write access to themselves. Work can be divided up in some informal way, by
granting write access at some level of the container graph hierarchy in a single FAQ database, or by main-
taining separate databases that are connected in a cooperative.

For implementation reasons, all of the FAQ databases reside on a single server (this may restrict the
size of the group the application can support). However, members can keep local copies of their databases,
and periodically update the master server. This would allow databases to be in some intermediate state that
is not exposed to queries or browsing.

5. Issues and Discussion
Issues for Stage 1: FAQO for tech-support

For the FAQ Organizer for tech support, which will be used by technical support personnel within a
single organization, issues of trust, cooperation, and motivation can be handled through traditional manage-
ment. For personnel whose job is already to answer technical questions, the FAQO application only needs to
provide significant efficiencies in that task to offset the cost of installing, learning, and maintaining the appli-
cation. The following are important features to investigate.

FAQ matching and containers as classification ontology

The automatic matching of questions to existing FAQs will be a critical feature of the application.
Traditionally, matching success is measureddogll (% of relevant documents matched) anelcision(%
of matched documents that are relevant). In our case, we really want to know "was the question answered to
the user's satisfaction?" This will also depend on how often the same (or similar enough) question is actually
asked. Clearly as the number of users and questions asked increases, the chances that a question has already
been asked increases. Thus we can expect this system to scale well with more users. When automatically
answering questions, the system will allow the user to specify if the answer was satisfactory, and escalate
unanswered question to a human tech-support, following Ackerman's design.

The system will likely use latent semantic indexing (LSI), which in theory can give better results
[Foltz 1990], although [Masterton 1997] was successful using only keyphrase matching.

Another interesting question is how useful the container graph hierarchy structure will be. Will
multiple inheritance prove useful? In what sense can this structure be considered an ontology for the
domain? | expect that the container names and keyphrases will be useful in constructing (or at least weight-
ing) the vector of term in the LSI algorithm [Berry et al, 1995], and there may be possibilities for novel inter-
play between human generated terms and the LSI algorithm.

Finally, the singular-value decomposition algorithm at the heart of LSI essentially creates synthetic
categories of terms. LSI classification will likely be useful to help classify FAQs in the container graph, and
to identify FAQs that are misclassified. Can it also be useful in some way to generate the container graphs,
or to measure the success of these human-generated categories in representing the domain knowledge?

Visual representation of FAQ database
The challenge of application design is to provide maximum functionality with an intuitive user
interface. The container graph hierarchy visual representation as presented above may be unwieldy when



the database gets large, and other designs may be needed.

A research group at AT&T suggests a user interface based on the familiar MS Windows File
Explorer fortopic managemerapplications [Amento et al, 1999]. They define topic management as the
gathering, evaluating, and organizing of information by topic. This interface displays hierarchically orga-
nized topic information, with containers shown indented in the left pane, and the details of the selected con-
tainer in the right pane. Details can be sorted by field. The user can switch between the "details view" and a
visual or iconic representation (in their case, thumbnails of websites, in our case, the container graph hierar-
chy as shown above). An evaluation of this user interface found the following additional needs:

1) support for lightweight, flexible categorization: there is a need to see many objects and tentatively classify
them, before committing to a category; 2) annotation is needed to share collections between users; 3) more
sophisticated sorting of information in the detail view.

Representing Threaded Discussion

While | have been focussing on the FAQ database and its organization, the broader context is a
technical discussion group using an email list, Usenet newsgroup, or some other threaded discussion forum.
These typically have many valuable discussions that take place in these groups that clarify or contextualize
guestions and/or answers. It may be desirable to capture these threaded discussions in order to provide con-
text for a FAQ.

Both Jim Hewitt in the context of CSILE [Hewitt 97] and Gerry Stahl in the context of WebGuide
[Stahl 99] have noted that threaded discussions tend to diverge and that the standard heirarchical "tree" rep-
resentation reinforces this. However, both WebGuide and WebCSILE are oriented to small, classroom-sized
groups in an educational setting. In that context, the need to foster inclusion and encouragement for all stu-
dents precludes posts from being discarded or discounted. In that situation, mechanisms must be found to
allow group consensus to emerge. An important feature of FAQO, in contrast, is to select and summarize the
important information in threaded discussion. The FAQ Organizer thus has the role of creating convergence
by selecting what s/he thinks are useful answers. Posting this information to the discussion group may
engender further conversation and refinement.

In related work, Loom [Donath et al, 1999] creates a visual representation of interactions in a
threaded newsgroup. In one representation, it shows postings with time on one axis and users on the other, so
that the connection between users and postings can be seen. Another view connects the messages in a thread
together, which can reveal different interaction patterns, e.g. a discussion vs. a technical answering group.
Various categorizations of messages allow other views, e.g. detecting flames or spam, categorization by
emotional tone, etc. This kind of visualization might eventually be useful for providing an overview of exist-
ing group knowledge.

Issues for Stage 2: Collaborative FAQO

Who benefits / who does the work?

CSCW developers have been grappling with the issues for groupware stated by Grudin in the early
'90s [Grudin 94]. One of the most important issues, stated simply, is the motivation for someone to do extra
work such as is called for in FAQO.

A straightforward game-theoretical analysis of recommender systems finds that collaborative filter-
ing is a social dilemma in which each individual benefits by waiting for someone else to provide ratings
[Avery and Zeckhauser, 1997]. They conclude that incentives are needed to overcome that dilemma. While
there may be no simple answer to exactly how these incentives might work, the useful technical content in
many Usenet groups is clear proof that such incentives exists. Ackerman's work with AnswerGarden found
that there is social status for "experts" to publicly demonstrates their knowledge. The Expert Exchange and
Slashdot communities are thriving examples of technical discussion and support communities whose only
visible incentives are peer recognition. | interpret this as demonstrating that while there is no motivation for
individuals to contribute to anonymous aggregation systems such as rating systems, work that the group can
see and attribute to an individual (even pseudonymous!) appears to (at least sometimes) provide sufficient
motivation to the individual.

Building cooperative communities

Kollock and Smith explore how traditional communities solve the social dilemma of group vs.
individual benefits, and how these solutions might apply to online communities. Their conclusions are
that 1) group size increases the cost of anti-group behavior, but otherwise does not have the same neg-
ative effect as in traditional communities, and 2) the lack of group boundaries and enforceable rules in
unmoderated Usenet groups makes cooperative behavior in those groups much more difficult.

Much of the design of FAQO is an attempt to answer these issues. In online groups, the "resource"
that is wasted by "free-riders" is the attention of the members of the group. The fact that there may be many
readers of the group is not itself a problem, since this is a cost-free activity. In FAQO, important information
is selected, which allows the attention of (most of) the group to stay focused. The FAQ databases will be



owned by individual members (or collectives), and cannot be modified by outsiders, and so group bound-
aries will be enforced. Since anyone willing to invest the time may build their own FAQ databases, abuses or
disagreements will eventually be settled by group splitting. FAQ databases may be connected in collabora-
tions by agreement of their respective owners, and so unnecessary group splitting will be avoided.

Trust

Research on groups restricted to computer-mediated communication shows that trust does not
develop in the same way as for groups that meet face-to-face. It is interesting to note that one of the best
examples of cooperating, self-selected technical groupgiiie(Internet Engineering Task Force), con-
ducts most of its business via online discussion groups, but nonetheless makes the annual face-to-face meet-
ings the focus of the group. In the absence of organized face-to-face meetings, synchronous features like
chat or videoconferencing may prove to be important features to support building collectives.

| expect that issues of trust can be resolved (for now) by providing ownership (restricted write
access) over one's own work, as well as minimizing the risk associated with establishing cooperative rela-
tionships. Allowing groups to split (e.g. establishing separate FAQ databases) will allow communities to
diversify without having to expel members who have personal antagonism or simply intellectual disagree-
ment with the rest of the group.

Shared documents

The current design emphasizes ownership rights as a way to control access to shared documents.
This is motivated by the need for recognition of individual effort in order to motivate individuals to take on
the extra work. At the same time the system is flexible enough to allow a group to explore collaboratively
constructed databases by allowing write access to anyone.

A cutting-edge exploration of shared document creation, also using existing technologies is the
WikiWikiWeb a system that allows users to write web pages, including deleting or editing other's contribu-
tions. It provides some innovative ways to create hyperlinks: typing a name into a web page with a particular
capitalization format automatically creates an (empty) page with that name. A hyperlink to it is also added
from the original page, so it becomes accessible (and editable).

WebDAV is recent IETF standard for extending the HTTP protocol to enable users to collabora-
tively edit and manage files on remote web servers. When adopted into browsers, this may become the pre-
ferred way to provide web-based conferencing and shared documents.

6. Conclusions

| have presented a broad overview of Internet asynchronous collaboration system, hopefully with
enough detail to sense the general shape of the "fithess landscape" of these systems. Since beginning this
project in early 1998, much of the landscape has changed, especially the Web as the enabling technology for
wide area discussion and collaboration. The Open Source movement is attracting increasing attention and
capitalization. Java is an increasingly stronger platform-independent technical basis for Internet applica-
tions, with multi-vendor development of standardized APIs. Much has also stayed unchanged, such as the
social dimensions of Usenet and other online communities.

The proposed application for supporting value-laden discourse about "wicked problems" may or
may not ever be built. Each proposed stage will be a valuable application in itself, even if further stages are
not developed. Next semester | will build a working prototype of the FAQ Organizer for tech-support, using
the technical support group at Unidata as the target group and alpha testers. From that vantage point, it may
be possible to see where to go next.

A software tool can only partly be designed; because of the rapidly changing technological base, it
must also constantly evolve. The community of users of a successful software tool also evolves; it grows in
size, the users' expertise level and expectations rise; and the uses of the tool change as features are added and
users explore how to solve particular problems. The features presented here | consider only the starting
points of the application design. | expect the design to evolve in reaction to issues that arise during the
implementation and actual use of the application.
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